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ZFS + S3 — Local Storage Meets Internet

ZFS is the best thing you can do for your data locally. For access, backup and replication over the internet, Amazon
developed S3 and documented it very well.

Local — ZFS
Crash-safe with Copy-on-Write

Bit-rot protection with checksums

Snapshot versioning

Quotas and reservations

SMB multi-user with flexible ACLs

Internet — S3
HTTPS upload/download after login

Backup/restore over the internet

Replication between servers

HA RAID across multiple servers

Autonomous site replication S3 ↔ S3

For a complete concept you need: a local ZFS server, an S3 server as single node or HA multi-node cluster (e.g. RustFS),
a program for encrypted S3 backup repositories with deduplication (e.g. restic), and a sync/copy tool to move data
from/to/between S3 (e.g. rclone or the web console).

This document URL

Concept study (EN) https://www.napp-it.org/pdf/s3_storage_guide_en.pdf
Concept study (DE) https://www.napp-it.org/pdf/s3_storage_guide_de.pdf
All napp-it documents https://www.napp-it.org/downloads_en.html
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1. Overview — S3 Object Storage Stack

napp-it integrates a complete S3-compatible object storage stack. Each of the three layers has a single responsibility and
can be replaced independently.

Layer Component Responsibility

Disk redundancy ZFS (RAIDZ / Mirror) Protects against disk failures, bit-rot detection

Node redundancy RustFS / MinIO (Erasure Coding) Protects against complete node failures

Data protection restic repository Deduplication, encryption, versioning, snapshots

Sync / Exchange rclone S3-to-S3 sync, plain file access, cluster migration

Architecture

The recommended deployment combines ZFS on each node with RustFS for distributed S3 access, and restic or rclone
as client tools:

ZFS Node 1 (RAIDZ/Mirror)

ZFS Node 2 (RAIDZ/Mirror)  →  RustFS Cluster (Erasure Coding EC:2..4)

ZFS Node N (RAIDZ/Mirror)              S3 Endpoint :9000

    restic Repository                      rclone Sync

    (backup, versioned, encrypted)          (plain S3, data exchange)
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2. RustFS / MinIO — Distributed S3 Server

RustFS is a MinIO-compatible S3 server using Erasure Coding (Reed-Solomon). The cluster topology is fixed at first start
and cannot be changed afterwards.

2.1 Node Topology

Minimum for a distributed cluster is 4 nodes. Node count is permanently fixed at creation:

Nodes Max. failures Usable capacity Recommended for

4 1 node ~50% Test, small office

6 2 nodes ~67% Production with maintenance window

8 3 nodes ~50–75% Production, high availability

2.2 Erasure Coding (EC)

EC:N means N drives/nodes are parity, the rest are data. EC is set globally at startup and per-object at write time. It
cannot be changed after an object is written.

MINIO_STORAGE_CLASS_STANDARD=EC:2   # 2 parity shards

MINIO_STORAGE_CLASS_RRS=EC:1        # Reduced Redundancy

2.3 Multi-Node Configuration

rustfs server http://192.168.1.{101...104}/data

rustfs server http://node{1...4}/data{1...4}

MINIO_ROOT_USER=s3admin

MINIO_ROOT_PASSWORD=<password>

MINIO_STORAGE_CLASS_STANDARD=EC:2

2.4 Pool-Expansion

The topology of an existing pool cannot be changed. A second independent pool is appended to add capacity. New
objects are distributed across both pools; old data stays in pool 1.

rustfs server \

  http://node{1...4}/data \   # Pool 1 — existing

  http://node{5...8}/data     # Pool 2 — new
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3. restic — Backup to S3 Repository

restic uses its own repository format on S3 — deduplicated, encrypted, versioned chunks. S3 is only a transport; the
format is always restic's own repository.

3.1 Key Features

Deduplication — identical blocks stored once, even across multiple servers

Encryption — AES-256-CTR, always on. Repository key must be stored externally

Versioning — every backup creates a snapshot; any point in time can be restored

Space savings — typically 20–60% less storage than plain copies

3.2 Basic Commands

export AWS_ACCESS_KEY_ID=s3admin

export AWS_SECRET_ACCESS_KEY=<password>

restic -r s3:http://rustfs:9000/backups init

restic -r s3:http://rustfs:9000/backups backup /data --tag $(hostname)

restic -r s3:http://rustfs:9000/backups snapshots

restic -r s3:http://rustfs:9000/backups restore latest --target /restore

3.3 Multiple Servers — Shared Repository

Multiple ZFS servers can back up to the same repository. Deduplication works across all servers — identical blocks are
stored only once regardless of source server.

restic -r s3:http://rustfs:9000/backups backup /data --tag server1

restic -r s3:http://rustfs:9000/backups backup /data --tag server2

3.4 Moving Data Between ZFS Pools

restic -r s3:http://rustfs:9000/repo backup /data/pool-a

restic -r s3:http://rustfs:9000/repo restore latest --target /data/pool-b

3.5 Restore — Copy, not Sync

restic restore copies files from the snapshot into the target directory but does NOT delete existing files that were not in the
snapshot. For a clean restore, either clear the target first or use the --delete flag (restic 0.16+):

# Default restore — copy only

restic -r ... restore latest --target /restore

# Sync restore — deletes files in target not present in snapshot

restic -r ... restore latest --target /restore --delete

# Recommended for 32S1: clear target first, then restore

rm -rf /restore/*

restic -r ... restore latest --target /restore

3.6 Maintenance

restic -r ... check

restic -r ... forget --keep-daily 7 --keep-weekly 4 --keep-monthly 12 --prune
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4. rclone — Sync and Migration

rclone works with plain S3 objects — no special format, files directly readable. The right tool for data exchange, migration,
and plain S3 sync.

4.1 Key Features

Direct S3-to-S3 sync without intermediate local download

Mount S3 bucket as local filesystem (FUSE)

Supports AWS S3, RustFS, MinIO, Backblaze, Azure, and 70+ others

Incremental sync — only changed files are transferred

4.2 Configuration

rclone config create myminio s3 \

  provider Minio  access_key_id s3admin \

  secret_access_key <password> \

  endpoint http://rustfs:9000  path_style true

4.3 Common Commands

# One-way sync ZFS → S3

rclone sync /data/zfs-dataset myminio:bucket

# One-way sync S3 → ZFS

rclone sync myminio:bucket /data/zfs-dataset

# S3 to S3 direct

rclone copy myminio-alt:bucket myminio-neu:bucket

# S3 mount as local directory

rclone mount myminio:bucket /mnt/s3 --daemon

4.4 Bidirectional Sync — rclone bisync

rclone bisync synchronizes changes in both directions. It tracks the state of both sides after each run and applies new,
modified, or deleted files accordingly. An initial --resync is required to establish the baseline.

# First run — establish baseline

rclone bisync /data/zfs-dataset myminio:bucket --resync

# Regular bidirectional sync

rclone bisync /data/zfs-dataset myminio:bucket

# With conflict resolution (newer file wins)

rclone bisync /data/zfs-dataset myminio:bucket --conflict-resolve newer

# Automated via cron every 5 minutes

*/5 * * * * rclone bisync /data/zfs-dataset myminio:bucket \

  --conflict-resolve newer --log-file /var/log/rclone-bisync.log

4.5 bisync — How It Works and Limitations

Event Action

File new on ZFS Copied to S3

File new on S3 Copied to ZFS

File deleted on ZFS Deleted on S3

File deleted on S3 Deleted on ZFS

File changed on both sides Conflict — resolved by --conflict-resolve rule
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Limitation Explanation

No ACL sync S3 has no POSIX/NTFS ACL concept

No hardlinks S3 has no hardlink concept

Not atomic Interrupted sync may leave inconsistent state

--resync required First run must establish baseline

Not for file servers Use 32S1 strategy for ACL-sensitive data
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5. restic vs rclone — When to Use Which

Feature restic rclone

Deduplication Yes — block level No

Encryption Always (AES-256) No (optional)

Versioning / Snapshots Yes No

Plain file access No (repository format) Yes

S3 as source No Yes

S3 to S3 direct sync No Yes

Mount as filesystem No Yes (FUSE)

Space efficiency High (20–60% savings) 1:1 copy

Multi-server backup Yes (shared repository) Manual

5.1 Decision Guide

Use Case Tool

Backup ZFS → S3 (versioned, encrypted) restic
Restore from backup restic
Move data between ZFS pools restic
Multiple servers → one repository restic
Share files via S3 bucket rclone
Migrate between S3 clusters rclone
Sync ZFS ↔ S3 one-way rclone sync
Sync ZFS ↔ S3 bidirectional rclone bisync
Mount S3 as filesystem rclone
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6. Complete Setup Example — 6 Nodes, EC:2

ZFS on each node + RustFS EC:2 + restic backup + rclone exchange. Tolerates 2 simultaneous node failures.

6.1 RustFS Cluster Start

export MINIO_ROOT_USER=s3admin

export MINIO_ROOT_PASSWORD=<password>

export MINIO_STORAGE_CLASS_STANDARD=EC:2

rustfs server http://192.168.1.{101...106}/data --console-address :9001

6.2 restic Backup-Script (daily cron)

#!/bin/sh

REPO="s3:http://192.168.1.101:9000/backups"

restic -r $REPO backup /data --tag $(hostname)

restic -r $REPO forget --keep-daily 7 --keep-weekly 4 \

  --keep-monthly 6 --tag $(hostname) --prune

6.3 rclone Sync (cron every 15 min)

*/15 * * * * rclone sync /data/shared myminio:shared --log-file /var/log/rclone.log

6.4 Security Notes

Store restic repository password externally — without it data is permanently inaccessible

Use separate S3 credentials for restic and rclone

RustFS console (port 9001) should not be exposed to the internet

Server and client clocks must not differ by more than 5 minutes
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7. Site Replication — Redundancy Across Sites

Site Replication mirrors all buckets and their contents to a second RustFS/MinIO cluster. Both plain S3 buckets and restic
repositories are replicated transparently.

7.1 How Site Replication Works

MinIO/RustFS sees the remote site only as an S3 endpoint — cluster topology is irrelevant. All objects, bucket
configurations, and IAM policies are synchronized:

Site A (Primary): 6-Node Cluster, EC:2

Site B (Replica): Single Node, 4 Disks

bucket/files/...  →  bucket/files/...

bucket/restic-repo/  →  bucket/restic-repo/

data/ index/ snapshots/ keys/  (all replicated)

7.2 Replication Setup

# Same credentials on both sites required

MINIO_ROOT_USER=s3admin

MINIO_ROOT_PASSWORD=<password>

mc admin replicate add myminio-a myminio-b

mc admin replicate info myminio-a

7.3 restic-Access on Replica Site

All repository blocks (data, index, snapshots, keys) are replicated 1:1. restic can restore directly from Site B — same
password, only endpoint changes:

restic -r s3:http://site-b:9000/backups snapshots

restic -r s3:http://site-b:9000/backups restore latest --target /restore

7.4 6-Node → Single Node Replication

Site A (Production) Site B (DR)

Topology 6-Node Cluster, EC:2 Single Node, 4 Disks (ZFS)

Node failures 2 tolerated 0 tolerated

Disk failures via ZFS per node via ZFS

Role Active production Passive DR / restore

Capacity req. e.g. 8 TB usable must have ≥ 8 TB

7.5 What Is / Is Not Replicated

Replicated

Bucket contents (objects) Yes
Bucket configuration Yes
restic repository blocks Yes
restic keys / index Yes
IAM policies / users Yes
Active restic locks No — remove manually if needed

Site B is a DR site, not a fully equivalent production replica. Suitable for restore and emergency access, not for production
load.
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8. 3-2-1 Backup vs 32S1 — Classical and S3 Backup Combined

S3 backup with restic offers versioning and deduplication, but has one important limitation: ACLs and filesystem
permissions are not saved. The 32S1 strategy combines both approaches.

8.1 The Classical 3-2-1 Rule

Rule Meaning

3 Keep 3 copies of the data
2 Store on 2 different media types
1 Keep 1 copy off-site

8.2 S3 Backup with restic — Strengths and Limitations

Feature restic on S3 Classical backup

Versioning / history Yes — snapshots Depends on tool

Deduplication Yes — block level Rarely

Encryption Always Optional

Off-site storage Yes (Site Replication) Yes (tape/cloud)

File content Yes Yes

File metadata (mtime) Yes Yes

POSIX ACLs No Yes (tar, rsync)

Windows ACLs / SIDs No Yes (robocopy, VSS)

SMB share permissions No Depends on tool

ZFS properties No Via zfs send

8.3 The ACL Problem

When restic backs up data via S3, it reads the files as objects — without the underlying filesystem ACLs. On restore, files
exist but all fine-grained access permissions are lost.

POSIX ACLs (Linux, OmniOS) — not captured by restic

Windows ACLs with SIDs — not captured by restic

ZFS user/group quotas — not captured

NFSv4 ACLs — not captured

8.4 ACL Workaround — Save and Restore Permissions

Windows — icacls

:: Save ACLs recursively to file

icacls C:/Shares /save C:/Backup/acl_backup.txt /T /C

:: Restore ACLs (run in parent directory)

cd C:/

icacls C:/Shares /restore C:/Backup/acl_backup.txt

OmniOS / Illumos — ls -V / chmod A

# Show NFSv4 ACLs for inspection

ls -VR /data/shares > /backup/acl_backup.txt

# GNU tar preserves NFSv4 ACLs completely

gtar --acls --xattrs -cf /backup/shares_with_acls.tar /data/shares

gtar --acls --xattrs -xf /backup/shares_with_acls.tar -C /
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Linux — getfacl / setfacl

getfacl -R /data/shares > /backup/acl_backup.txt

setfacl --restore=/backup/acl_backup.txt

8.5 The 32S1 Strategy

32S1 Component How What it covers

3 copies Live data + classical backup + S3 Redundancy

2 media types Disk (ZFS) + S3 Object Storage Media diversity

S (S3 versions) restic on RustFS with snapshots Versioning, dedup, encryption

1 off-site Site Replication to DR site Geographic redundancy

8.6 Practical Implementation

# Path 1 — Classical backup (preserves ACLs)

rsync -aAX /data/shares /mnt/backup-disk/

tar --acls --xattrs -czf /backup/shares.tar.gz /data/shares

zfs send -R pool/shares@snap | gzip > /backup/shares.zfs.gz

# Path 2 — S3 backup with restic (versioning, encryption, off-site)

restic -r s3:http://rustfs:9000/backups backup /data/shares --tag $(hostname)

8.7 Summary — When to Use Which Strategy

Scenario Recommended strategy

Pure object storage, no ACLs restic on S3 sufficient
File server with SMB/NFS + ACLs 32S1: classical + S3
ZFS with datasets and properties 32S1: zfs send + restic
Compliance, audit trail 32S1: both paths
Off-site versioned backup only restic + Site Replication
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9. Quick Reference

RustFS / MinIO

Task Command

Start cluster rustfs server http://node{1...N}/data
Set EC MINIO_STORAGE_CLASS_STANDARD=EC:2
Add pool Append http://newnode{1...4}/data to start command
Cluster status mc admin info myminio/
Site replication mc admin replicate add myminio-a myminio-b

restic

Task Command

Init repository restic -r s3:http://host:9000/bucket init
Backup restic -r ... backup /path --tag name
List snapshots restic -r ... snapshots
Restore (copy) restic -r ... restore latest --target /path
Restore (sync) restic -r ... restore latest --target /path --delete
Verify restic -r ... check
Prune restic -r ... forget --keep-daily 7 --prune

rclone

Task Command

Configure rclone config create myminio s3 provider Minio ...
Sync to S3 rclone sync /local myminio:bucket
Sync from S3 rclone sync myminio:bucket /local
S3 to S3 rclone copy myminio-a:bucket myminio-b:bucket
Mount S3 rclone mount myminio:bucket /mnt/s3 --daemon
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10. Test Installation with Proxmox

Proxmox is ideal for a quick cluster test without physical hardware. With 4–8 lightweight Debian LXC containers a
complete RustFS cluster with napp-it CS management can be set up in minutes.

10.1 Create LXC Containers

In the Proxmox web interface, create a Debian LXC container for each node. The following settings are required for each
container:

Template: Debian 12 (bookworm) LXC

RAM: 512 MB is sufficient for testing; Disk: 8–20 GB per container

Network: assign a static IP, e.g. 192.168.1.101 … 192.168.1.108

Enable SSH server: Options > Features > SSH server: on
Allow root login: Options > Features > allow root: on
Unprivileged container: privileged also works for testing

10.2 Prepare LXC via Proxmox Console

Run once in each container (either directly via the Proxmox console or via SSH after first boot):

# Update package index and ensure SSH is installed

apt update && apt install -y openssh-server curl unzip

# Allow root login via SSH

sed -i "s/^#*PermitRootLogin.*/PermitRootLogin yes/" /etc/ssh/sshd_config

systemctl restart ssh

# Static IP is configured in Proxmox under Network; verify assignment:

ip addr

10.3 Upload and Start napp-it CS via WinSCP

Connect WinSCP with root login (SFTP, port 22, container IP). Transfer the napp-it CS ZIP archive to /var and extract it:

# Run in container (or via WinSCP built-in terminal):

cd /var

curl -Ok https://www.napp-it.org/doc/downloads/napp-it_cs.zip

unzip -o napp-it_cs.zip

# Start napp-it CS backend + web GUI (Proxmox/Debian)

sh /var/csweb-gui/startup/backend+web-gui/proxmox/apache/apache_proxmox.sh

Tip: WinSCP has a built-in terminal — commands can be run directly from there.

Repeat this step on each of the 4–8 containers.

10.4 Form a Server Group and Manage Remotely

Choose one container as the frontend server (e.g. 192.168.1.101). Add all other containers as remote servers via its web
GUI:
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# Open web GUI of the frontend server:

http://192.168.1.101

# For each additional container (102–108):

# Menu: ZFS Servergroup > Add Server > enter IP

# Backend port: 45000 (from napp-it CS rc9 onwards)

# server.auth must be identical on all nodes:

cat /var/csweb-gui/cfg/server.auth

Alternatively, napp-it CS can be installed on a separate Windows or Linux machine to manage all LXC containers remotely
— without requiring any container to act as the frontend.

10.5 Monitor S3 Status of All Servers

In napp-it CS, the S3 status of all cluster nodes can be monitored centrally via the Remote Pool overview:

Menu: Pools > S3 > Remote Pool
Add each server of the group (IP, port 9000, credentials)

Status of all RustFS nodes at a glance: online, offline, EC status

Bucket overview and storage utilization per node visible

10.6 Example Topology — 4 LXC Containers

Container IP Role Services

lxc-101 192.168.1.101 Frontend + Node 1 Apache, napp-it CS, RustFS

lxc-102 192.168.1.102 Node 2 napp-it CS backend, RustFS

lxc-103 192.168.1.103 Node 3 napp-it CS backend, RustFS

lxc-104 192.168.1.104 Node 4 napp-it CS backend, RustFS

# Start RustFS cluster with 4 LXC nodes (on lxc-101):

export MINIO_ROOT_USER=s3admin

export MINIO_ROOT_PASSWORD=<password>

export MINIO_STORAGE_CLASS_STANDARD=EC:2

rustfs server http://192.168.1.{101...104}/data --console-address :9001

10.7 Notes

LXC with disk images: for real disk tests, add a second disk image per

  container and mount it under /data (Proxmox: Add Disk).

Firewall: open port 45000 (napp-it CS backend) and 9000/9001 (RustFS).

For production tests, use physical nodes or VMs with real disks.

LXC works well for configuration and connectivity testing.


